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* GDB 2B ME HE T UETRE
o FEAETUHEAELHEASN tag, debugger
* fEHES log #ETZERN,
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o T E I+ : ftrace / perf / systemtap / eBPF / BCC / sysdig / strace

Source: https://blog.arstercz.com/introduction to linux dynamic_tracing/
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kprobes/kretprobes
ftrace

systemtap

perf_events

tracepoints
uprobes

eBPF (Linux 4.1+)

Source: https://blog.arstercz.com/introduction to linux dynamic tracing/
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HAE%H - DTrace of Solaris

dtrace -n 'fbt::malloc:entry { trace(execname); trace(arg®); }'

Kernel image DTrace - probe context

Function dtrace_probe()
Boundary

Tracing DIF
provider interpreter

(predicates,
actions)

dtmalloc
provider

S
Per-script, Pn
per-CPU
buffer pairs

dtrace -n 'dtmalloc::temp:malloc /execname=“csh”/ { trace(execname); trace(arg3); }'

DTrace process

Userland
dtrace
command

dtrace_ioctl()

(copyout())

DTrace output

CPU ID FUNCTION:NAME

30408 malloc:entry dtrace
30408 malloc:entry dtrace
30408 malloc:entry dtrace
30408 malloc:entry dtrace
30408 malloc:entry dtrace
30408 malloc:entry intr
30408 malloc:entry csh
30408 malloc:entry csh
30408 malloc:entry csh
30408 malloc:entry csh

NN WWWe S

CPU ID FUNCTION:NAME
1 54297 temp:malloc csh 1024
1 54297 temp:malloc csh 64




ftrace
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cd /sys/kernel/debug/tracing

N e v A P e e

[hazel@bastlon ~]$ sudo ls /sys/kernel/debug/tracing

README
available_events
available_filter_functions
available_tracers
buffer_size_kb
buffer_total_size_kb
current_tracer
dyn_ftrace_total_info
enabled_functions
events

free_buffer
function_profile_enabled
hwlat_detector
instances
kprobe_events
kprobe_profile
max_graph_depth
options

per_cpu
printk_formats
saved_cmdlines
saved_cmdlines_size
saved_tgids

set_event
set_event_pid

set_ftrace_filter
set_ftrace_notrace
set_ftrace_pid
set_graph_function
set_graph_notrace
snapshot
stack_max_size
stack_trace
stack_trace_filter
synthetic_events
timestamp_mode
trace

trace_clock
trace_marker
trace_marker_raw
trace_options
trace_pipe
trace_stat
tracing_cpumask
tracing_max_latency
tracing_on
tracing_thresh
uprobe_events
uprobe_profile



Ftrace [F¥H

Ring buffer

Kernel
space




ftrace

* echo do sys open > set graph function # BB PR PR
e echo function graph > current tracer # B EERHEETE 0 5 BRSO PR
* echo funcgraph-proc > trace options # PRFE process
* echo 1 > tracing_on # G BRI
* Is # BT IS ApS
* echo 0 > tracing_on # Rl AR e
#

EA PRHEATE R

e cat trace



ftrace

Q)
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H 2O 0 0 0 0 0 9 O

s O

021
. 169
. 025
. 045
. 027
.822
. 025
. 024
. 287
.439

u=

us
us
us
us
us
us
us
us
us
us

I
do_filp_open() {
path_openat() {
alloc_empty_file() {
__alloc_file() {
kmem_cache_alloc() {
_cond_resched() {
rcu_all_qgs();
}
should _failslab();
memcg_kmem_get_cache();
memcg_kmem_put_cache();
}
security_file_alloc();
__mutex_init();



trace-cmd - F]HELZA1BHY ftrace

e sudo dnf install trace-cmd

* trace-cmd record -p function graph -g do sys open -O funcgraph-proc Is

Jl B R el L ] I [ e e e el w Wy O

<...>-1206082 [005] 17176589.936352: funcgraph_exit
0.186 us | }
<...>-1206082 [005] 17176589.936352: funcgraph_entr
y: | putname() {
<...>-1206082 [005] 17176589.936352: funcgraph_entr
y: 0.035 us | kmem_cache_free();
<...>-1206082 [005] 17176589.936353: funcgraph_exit
0.190 us | }
<...>-1206082 [005] 17176589.936353: funcgraph_exit
+ 37.356 us | }
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« T DIFIIF PMU (Performance Monitoring Unit), tracepoint, DA AZ 0 N B HYFFIRE FEBR(
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Source: http://wiki.csie.ncku.edu.tw/embedded/pert-tutorial



N
Pert
Linux perf_events Event Sources

Pﬁr: E‘Orm anc 6 Dynamic Tracepoints

Tracing syscalls: PMCs
| : extd: s :zh:c.:l: cycles
4 _JV€n wak instructions

signal: branch-&

timer: L1-*
uprobes ) _ workqueue:

LLC-*
System Call Interface n CPU

W socken P [ soneauard] e

File Systems

— kmem :
Perf e8I EF kprobes | | ||y VolumeManager | s
emory

e hardware [/ owcomen/ | [

jbd2:
block: scsi: -
e software mem-load

mem-store
Software Events cpu-clock page-faults

: cs migrations minor-faults
’ tfﬂCCpOlnt major-faults




y< */é =3 Flame Graph
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| 'ParallelSc..
LIl I I
. B RiE ) , [ I
ParMa. | | [BEHCOMPAN) |SpinPause |
StealMarkingT.. StealRegionCompactionT.. StealTask::d.. [Thréaday

VMThread::..
| 'VMThread::run|
| | java_start | [perf-1185338.map]

1) SESFENERFEEEN) [perf-1185338.map] 10BE start_thread
BEVM_Thread  [EXECHEOEEHrEad I, java

perf record -F 99 -p PID -g -- sleep 60 # BB HARY - ARk perf.data

perf script > out.perf # Dump perf.data

git clone --depth 1 # NEOKEEIEA S
FlameGraph/stackcollapse-perf.pl out.perf > out.folded # IrEs
FlameGraph/flamegraph.pl out.folded > out.svg # A OKIAE

Source: https://codertang.com/2018/12/17/pert/


https://github.com/brendangregg/FlameGraph.git
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BHETT7E © ftrace / perf / eBPF / SystemTap

o B ELENFAE kernel HEL > BJDLA ftrace BHEENITHEE
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pert

 SHEFRPETIREE SIS B R
BT A BRI - perf EATLUSMTLL A

* (CPU cache

* (CPU task migration
o > FEM

© e HE

Source: http://wiki.csie.ncku.edu.tw/embedded/pert-tutorial
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perf 15

# perf list - EEHFTHA ZFFHY events

# perf probe - BRENIIEE

# perf trace Is - ZAERHE

==
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ZZ/5l— : Perf probe B FEEE1E kernel RHEL

™~

* sudo perf probe - -add do_sys open #7501 do sys open #EEt
* sudo perf record -e probe:do_sys open -aR sleep 10 #&1+¥-FFPNELAR
e sudo perf script # B HE R4S

2LCCY L7047/ 72 LUUD])] LI/9LlLl9T770£L4J220J0: PIUUC: UV _oYo _UpCils V1 TT 1T T W2dL20UQ)

sleep 1992793 [003] 17411499.255663: probe:do_sys_open: (ffffffffb3ac38d0)
sleep 1992793 [003] 17411499.255664: probe:do_sys_open: (ffffffffb3ac38d0)
sleep 1992793 [003] 17411499.255669: probe:do_sys_open: (ffffffffb3ac38d0)
redis-server 1379112 [001] 17411499.287763: probe:do_sys_open: (ffffffffb3ac38de)
redis-server 1379112 [001] 17411499.387927: probe:do_sys_open: (ffffffffb3ac38d0)
in:imjournal 4187061 [003] 17411499.475419: probe:do_sys_open: (ffffffffb3ac38d0)
redis—-server 1379112 [001] 17411499.488300: probe:do_sys_open: (ffffffffb3ac38de)
redis-server 1379112 [001] 17411499.588704: probe:do_sys_open: (ffffffffb3ac38de)
redis-server 1379112 [001] 17411499.689008: probe:do_sys_open: (ffffffffb3ac38de)



ZZ5l— : Perf probe — process ZIEEEFTFARLE 4

e perf probe - -del probe:do_sys_open # JCifEFERTEET

* perf probe --add 'do_sys open filename:string’  # NI 2 8HVEEET

* perf record -¢ probe:do sys open -aR Is # B FifetE

e perf script # B ELE

* perf probe - -del probe:do sys open # THEEEEET

Source: https://access.redhat.com/solutions/9907
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Strace —

e strace - T -ttt — ppid

* strace Is

o - FH{E ¥ process performance B 2228 : user / kernel ARFE L #A
» SIGSTOPHY TH B B 1580RE

* 1E75 %2 performance HYIEHE (e.g. BRHE)  (ER WA HAERE
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How does

strace Traced Process

1. open(“foo.td™)

4. open continues




Strace fHEEAYEE B HIES

* dd if=/dev/zero of=/dev/null bs=1 count=500k

* strace -eaccept dd if=/dev/zero of=/dev/null bs=1 count=500k



eBPF & BCC (BPF Compiler Collection)

* ftrace / perf 47838 BPF for Tracing
script H M

* ¢BPF H[J Linux ixHY Dtrace
» o] Dl C 2E=HEH
P

» EEBREEE Python FIZR
1t > BCC 2 an




BCC (BPF Compiler Collection)

« ¢eBPF HY event sources (e.g kprobe, uprobe, tracepoint) / data #={E(Maps) #E#aFE Python
NRECD ~ 3 H S7FF Lua

* LB EE R - S RER C Language #8583

* yum 1nstall bce-tools

Source:
H 1148 eBPF tools ZL/E JifGH 3%


https://www.redhat.com/en/blog/introduction-ebpf-red-hat-enterprise-linux-7
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3CC N&EERY Tools

Linux bce/BPF Tracing Tools

filetop opensnoop c* java* node* mysqld gslower gethostlatency Other:
) /usr/Share/bCC/tOOls filelife fileslower Statsnoop php* python* bashreadline memle.a.k capable
vfscount vfsstat syncsnoop ruby* sslsniff
ucalls uflow syscount
cachestat cachetop ugc uocbjnew killsnoop

dcstat desnoop ustat uthreads
mountsnoop execsnoop

id
Applications ‘ pidpersec
i cpudist
trace N System Libraries ‘ runglat runglen

. deadlock detector
argdist System Call Interface w'd cpuunclaimed

funccount

funcslower |~ WS | Sockets | Scheduler e
ctackoomt” | g FileSystems | TCP/UDP vakeuptine
stackeount File Systems TCP/UDP wakeuptime
profile ' Volume Manager nl Virtual offwaketime

Block Device Interface Ethernet I Memory softirgs
| [ 4 DeviceDrvers | | T-oomkill memleak
mdflush

slabratetop

btrfsdist hardirgs ttysnoop

btrfsslower . m
tcptop tcplife tcptracer

extddist extdslower
tcpconnect tcpaccept

fsdist xfssl
XLsdist xiss_.ower tcpeconnlat tcpretrans llecstat
zfsdist zfsslower CPU

biotop biosnocop profile —p
biclatency bitesize




BCC Tools - Developing

* {race-open.py

o [ FHPIMEEAHER ftrace / perf 2K 1515

Source: https://github.com/iovisor/bcc



SystemTap

* Linux 5 > DEEEFEAT DTrace HYENHEIE B

« A Kernel 241 » IS eBPF fR1E EdKernel H
* J1E RHEL Zth4rA (5825

o (BEL T2 Linux 3.X HERAK




SystemTap
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Systemtap
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Sysdig - &R a5 M TETE

» FTEHNEZsVEIREEHE
* sysdig = strace + tcpdump + htop + iftop + Isof + docker inspect

« Kernel AR >=4.14 » 7% % eBPF &=




How does sysdig work? Ok, now the fun part -
let’s talk about sysdig.

Command line parsing
Capture management

Sysdig JH I Erntpri

Filtering
Kernel module fEFIEHFTAHY system . Output Formatting
call Chisel execution
{58 FH 5 =G libpeap / tepdump « Capture Control

Dump files R‘'W
OS state collection

,/""Evem Buffer

-

N

Sysdig-probe Type-based event packing
Memory mapped buffer handling

Non-blocking event collection




(i B | THE

Kernel BREGERE (e.g kprobes)

CPU 4BE M H] stack BEAf

RHEL B)8sER Mt N2 & ERRRF R EEH

4.X AR Bt N2 3% & FRAE e bR B e S 4

Docker &zsERIEBE 2 HT

ftrace, trace-cmd

perf, KIE[E]

SystemTap

ebpf, bcc-tools

sysdig
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o RZEHIFER T © perf Fr & Kt
* ¥T1hik Kemel : eBPF & BCC
« Eh Kemel : systemTap (eBPF & #ER)

* [EHEIRREHSOTET - 7% Kernel Symbol Table (N FT51%%) LIS 2 EsEzRHY 70
PR ~ INZRENREEHeR Y AR

Source: https://luobuda.github.10/2017/04/23/System-map%ES %92 %8Ckallsyms % E6%96%8 7% E4%BB%B6/
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Brendan Gregg HY T E.

* My approach is: Study what Linux already has built-in
(perf_events, ftrace, eBPF?)

Try SystemTap

counting PMCs,
stack profiling, |in-kernel

analyze

live tracing,

[pertovens | [[enpr_
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https://youtu.be/ryQRWsye6_Y?t=67
https://youtu.be/YR-aHMBNwPw
https://cntug.kktix.cc/events/year-end-2020

